ACM SIGMOD
PODS 2022

Philadelphia, PA, USA

HTAP Databases: A Tutorial

Guoliang Li Chao Zhang

Tsinghua University Tsinghua University




Motivation

O Hybrid Transactional and Analytical Processing, HTAP

» Gartner’s definition in 2014: utilizes in-memory computing technologies to enable
concurrent analytical and transaction processing on the same in-memory data store

» Gartner’s new definition in 2018: supports weaving analytical and transaction
processing techniques together as needed to accomplish the business task.
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Motivation

O Gartner envisioned that, HTAP techniques will E

be widely adopted in the business applications Q'ﬁ “ﬁ
with real-time data analytics by 2024.

O HTAP databases have many applications in E- N
commerce, Finance and Banking, Fraud
Detection, etc.

O For example, identify the sales trend on-the-fly
in e-commerce; detecting the fraudulent
transactions when processing the transactions.
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Motivation

O Over the last decade, many HTAP databases have emerged

O The following timeline consists of three phases:
— Phase 1 (2010-2014): HTAP databases mainly adopt primary column store
— Phase 2 (2014-2020): HTAP databases mainly extend the primary row store
— Phase 3 (2020-present): HTAP databases utilize a distributed architecture

Splice Machine MySQL Heatwave
Phonenix  BatchDB SingleStore  PolarDB
Hyrise HyPer HyPer SQL Server SnappyData Caldera F1 Lightning RateupDB

SAP HANA  (row) (column) DB2BLU MemSQL Oracle Peloton  Wildfire L-store  Wiser TiDB  Greenplum

| | | | | | | | | | | |
| | | | | | | | | | | r—

2010 2011 2012 2013

N

014 2015 2016 2017 2018 2019 2020 2021
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Motivation

[0 Rule of thumb 1: row store is ideal for OLTP workloads
— Row-wise, update-heavy, short-lived transactions

[0 Rule of thumb 2: column store is best suited for OLAP workloads
— Column-wise, read-heavy, bandwidth-intensive queries

0 We study HTAP databases with both row store and column store

=il =

HTAP Databases

N— N— [ |
Txn 1: Insert/Delete/Update > | . [ 1 @ E ﬁ
Txn 2: Insert/Delete/Update g R

_//
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A trade-off for HTAP databases

0 Workload isolation: the isolation level of handling the mixed workloads
[0 Data freshness: the portion of latest transaction data that is read by OLAP
O Trade-off for workload isolation and data freshness

— High workload isolation leads to low data freshness

— Low workload isolation results in high data freshness

High workload isolation High data freshness
Low data freshness Low workload isolation
[ outp f\ oar ) ([ outp ) . owe )
TL L I J7
OLTP instance OLAP instance Memory
el EEEE
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Challenges for HTAP databases

] Challenge 1 (Data Organization): how to organize the

data adaptively for HTAP workloads with high (our ) OLAP
performance and low storage cost.
O Challenge 2 (Data Synchronization): how to SHIE Instances ’ OLAP instances

Challenge 4: HTAP resource scheduling

synchronize the data from the row store to the column

store for high throughput and data freshness HTAP Databases
O Challenge 3 (Query Optimization): how to optimize the Challenge 3: Query optimization
query with both row store and column store by - 4{ Challenge 2: \C..
exploring the huge plan space. Sp——glcic Synchonizationji!_ i
. . ' Challenge 1:
] Challenge 4 (Resource Scheduling): how to schedule Row ks X GAR AT Column

the resources for OLTP and OLTP instances
effectively for high throughput and data freshness.
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Outline

1 HTAP Databases
J HTAP Techniques

. HTAP Benchmarks

J Challenges and Open Problems
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HTAP Databases
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An Overview of HTAP Architectures

(a) Primary Row Store + In-
Memory Column Store

(b) Distributed Row Store +
Column Store Replica

(c) Disk Row Store +
Distributed Column Store

(d) Primary Column Store +
Delta Row Store
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(c) Disk Row Store+Distributed Column Store

(d) Primary Column Store+Delta Row Store




(a) Primary Row Store+ In

Q

OLAP

Row Store

Memory

Merge E EE
4> <>
Delta

;

Column Store

—_‘_——-__‘____,/‘

RN

Persistent Storage

(@) Primary Row Store + In-Memory Column Store
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Memory Column Store

Pros:
High TP throughput,
High AP throughput,
High data freshness

Cons:
Low AP scalability
Low workload isolation

Applications:

High throughput, low scalability
(e.g., banking with real-time data
analytics)
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(a) Case Study: Oracle Dual-Format

Oracle Snapshot Memory Unit (SMU)

]

g
CIMCU  IMCU oLTP

Q.
l 1
OLAP

]

i

Oracle Cache m===m=)

Row Store

Memory

c
—EE=EE

Column Store

CT w_  Disk
Oracle Disk-basedm===z) \

Row Store

Persistent Storage

(@) Primary Row Store + In-Memory Column Store

Oracle In-memory
column store
(IMCS)

SIMD,

Max-Min Zone
Map,

Vector Group By

Lahiri, Tirthankar, et al. "Oracle database in-memory: A dual format in-memory

database." In ICDE, 2015.
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(a) Case Study: SQL Server

Tail Index covers data SQL Server Tail Index
changes not in the _

/ column store _0 l

¢ Memory t SQL Server
SQL Server Hekaton mms=) g Merge EEE Column Store
Delta Index (CSI)
Row Store Column Store

/:T *®_ Disk __t/
Persistent
EEE a8

SQL Server Disk- EEER Column Store
based Row Store Persistent Storag!a...

Updatable

(@) Primary Row Store + In-Memory Column Store

Larson, Per-Ake, et al. "Real-time analytical processing with

SIGMOD’22 Tutorial SQL server.” PVLDB 8(12), 2015: 1740-1751. 13



Comparisons of HTAP Databases with architecture (a)

HTAP Databases Row Store for TP Delta Column Persistent
Store for AP | Column Store

Oracle Dual-Format Row Store (disk)  Snapshot In Memory

Cache (memory) Metadata Column
Unit(SMU) Store (IMCS)
SQL Server Row Store (disk)  Tail index Column yes
Hekaton Row Store Store Index
(memory) (CSI)
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Challenges for HTAP Databases with architecture (a)

Q

OLAP

Memory

<+

Row Store

:
g

Column Store

=

e

Disk

N

ng%

Persistent Storage

(@) Primary Row Store + In-Memory Column Store
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Problems: need to increase the AP
scalability and workload isolation

Challenges: how to scale and isolate
the AP (i.e., column store) while
maintaining high TP & AP
throughput and data freshness

Possible ways:

Scale up/out the memory capacity
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(b) Distributed Row Store + Column Store Replica

Client Pros:
3 ] Ji < High workload isolation
OLTP ouap High scalability

Cons:
Low data freshness

| Partition 3 |

Partition 1

| Partition 2 |
Transf
Partition 3 || ‘[Partition 1|4 | Partition 2 B o Applications:

(b) Distributed Row Store + Column Store Replica

High TP&AP scalability, tolerable data
freshness

(e.g., E-commerce with real-time data
analytics)
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(b) Case Study: F1 Lightning

Spanner-based Row Cluster Lightning Server for delta store

™~ |

; writes / ; \
Transl:_:\ctlonal Data |—| Log ChARgeptimD Change Memory-resident //'"_\
client {esction 4 5) subscriber deltas
OLTP datiabass (section 4.8.1) (section 4.3) p/

> Disk-resident deltas
(section 4.4)
1

Analytical reads ( SQL Processor W eodom Legsinicl i L Distributed filesystem

. : evaluator merge reader
client L gerton sy J (section 5.2) (section 4.5) k_',//
F1Quer ; :
Y \ Lightning server / I

Query engine . .
(section 5) Lightning

(section 4)

Column Store

Yang, Jiacheng, et al. "F1 Lightning: HTAP as a Service." PVLDB 13(12), 2020: 3313-3325.
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(b) Case Study: TiDB

2PC+Raft for TP
Cost-based query processing for AP

I TiFlash nodes
(Learner)

! ‘| PD
" ! TiKV (row) TiFlash (column) i
t ' |
TR Leaders Log Learners |

repllcatlon

Asynchronously Log- based replay+ column delta tree

Huang, Dongxu, et al. "TiDB: a Raft-based HTAP database." PVLDB 13(12), 2020: 3072-3084.
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Comparisons of HTAP Databases with architecture (b)

HTAP Row Store for TP | Distributed Column Store
Databases Protocol for AP
F1 Lightning Distributed cluster Paxos+2PC Log- Distributed
(disk) Structured column store
Merge tree (disk)
TiDB Distributed cluster Raft+2PC B-tree Distributed
(disk) + column store
Columnar (disk)
delta tree
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Challenges for HTAP Databases with architecture (b)

| Partition 3 |

Partition 1 |, | Partition 2 | —
ransrorm
Partition 2 \ Partition 3 ) Partition 1 ———»»
Partition 3 || | Partition 1 Partition 2 Bl Eors

(b) Distributed Row Store + Column Store Replica
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Problems: need to increase the data
freshness

Challenges: how to efficiently merge
the delta files to the column store

Possible solutions:

(1) Memory-based delta logging and

shipping
(2) New indexing techniques for delta

merging
20



(c) Disk Row Store + Distributed Column Store

Client

|

Transform

5 F1OW DUORE -

(c) Disk Row Store + Distributed Column Store
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Pros:
High workload isolation
High AP throughput and scalability

Cons:
Medium(On-premise)
/Low(Cloud-based)
data freshness

Applications:
High AP scalability, tolerable data freshness

(e.g., loT applications with real-time data
analytics)
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(c) Case Study: MySQL Heatwave

Heatwave Cluster
(Column)

MySQL RDBMS
(Row)  mmm)

Data Reload Framework

Auto-pilot service
(Data Partition,

Query Execution,
Scheduling, etc.)

Auto-Sync (every 200ms/ 64MB/
querying updated data)
MySQL Heatwave. Real-time Analytics for MySQL Database Service, August 2021, Version 3.0
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(c) Case Study: Oracle RAC

Client
> ]
I oLT§P 'lolu!P l
Oracle RDBMS | Transform
(Row)
RAC Cluster
e IO SIHG e

(Column)

(c) Disk Row Store || Distributed Column Store

Auto-Sync (threshold-based
change propagation)

Lahiri, Tirthankar, et al. "Oracle database in-memory: A dual format in-memory
database." In ICDE, 2015.
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Comparisons of HTAP Databases with architecture (c)

HTAP Row Column Persistent Automatic
Databases | Store for Store for AP | Column Column Store
TP Store Management
MySQL MySQL Buffer Distributed yes Yes
Heatwave RDBMS column store (Data Partition,
(disk) (memory) Query Execution,
Scheduling, etc.)
Oracle Oracle Snapshot Distributed no Yes
RAC RDBMS Metadata column store (Data Load and
(disk) Unit (memory) Eviction,
(SMU) Query Execution,
etc.)
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Challenges for HTAP Databases with architecture (c)

Client

= (]
OL; OLAP

/”’D—isk\\ B Memor\(

Transform

o, R A Master ~ Node 2
T -A— ~2 1

|

- Fow store ERRERE

(c) Disk Row Store + Distributed Column Store
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Problems: need to increase the data
freshness and reduce the storage cost

Challenges: how to balance the data
freshness AP throughput, and storage

cost adaptively

Possible solutions:

(1) Cost models for column data
management
(2) ML models for column data

management
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(d) Primary Column Store + Delta Row Store

g
Sl

al
OLAP

Delta

v

| OC
=“__" e

Column Store

TLLL

Persistent Storage

(d) Primary Column Store + Delta Row Store
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Pros:
High data freshness

High AP throughput

Cons:
Low TP scalability
Low workload isolation

Applications:

High AP throught, High data freshness
(e.g., Real-time Fraud Detection)

26



(d) Case Study: SAP HANA

common unified table access methods

bulk inserts ' ......................................................... i
. . B ] | W i B l
update/msert/d%:lete \l/ eremental \ ........................... ?er:g/full E
! merge '<I,:| Column
L1 Cache ' ‘ o
—> |:> o Store
(Row) . ——————;,
E L1-de|ta ﬁ .................. L 2delta ................. malnstore :
: A Global i
Local Dictionar
C__Dictionary
i savepoint data area
log L2 Cache
(Column)

Sikka, Vishal, et al. "Efficient transaction processing in SAP HANA database: the
SIGMOD’22 Tutorial end of a column store myth.” In SIGMOD. 2012. 27



(d) Case Study: Hyper (Column)

Transaction ‘
=| Garbage . |
orp Collection “g/ap
A A
— Me| hory
\/
Version Vector | ) < enge »EEE ¢== |Column
Store
Delta Column Store
L
Persistent Storage

(d) Primary Column Store + Delta Row Store

Neumann, Thomas, Tobias Muhlbauer, and Alfons Kemper. "Fast serializable multi-version concurrency

control for main-memory database systems." In SIGMOD ,2015.
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Comparisons of HTAP Databases with architecture (d)

HTAP Databases | Row Store for Column Store Data
TP for AP Synchronization
SAP HANA L1 Cache L2 Cache In-Memory  Dictionary-based
Column Store merging
Hyper Buffer Version In-Memory Transaction-
Vector Column Store  Level Garbage
Collection
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Challenges for HTAP Databases with architecture (d)

il

OLTP OLAP

e =

Delta Column Store

Dmﬁu

Persistent Storage

(d) Primary Column Store + Delta Row Store
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Problems:
1. need to increase the TP scalability
2. need to increase workload isolation

Challenge: how to traverse the delta
storage efficiently while keeping high
throughput for HTAP

Possible solutions:

(1) Trade data freshness for AP throughput
(2) New Indexing techniques for delta

traversal and delta merging
30



Category HTAP OLTP OLAP OLTP OLAP Workload Data
Databases Throughput | Throughput | Scalability Scalablllty Isolation | Freshness

Primary Row Store+ In Oracle Dual-Format High High Medium High
Memory Column Store SQL Server,

DB2 BLU
Distributed Row Store +  TiDB, F1 Lightning Medium Medium High High High Low
Column Store Replica SingleStore
Disk Row Store + MySQL Heatwave, Medium Medium Medium High High Medium

Distributed Column Store Oracle RAC

Primary Column Store +  SAP HANA (without Medium High Low Medium Low High
Delta Row Store scale-out),
Hyper
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Other HTAP systems
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Other categories of HTAP systems

Row-based HTAP systems (o ) oD
O Hyper (Row): support HTAP with copy-on-write ,, v
mechanism
Pros: High data freshness, High TP throughput mn)write

I i Virtual M
Cons: Low workload isolation, Low AP LY

Kemper, Alfons, and Thomas Neumann. "HyPer: A hybrid

th roughput & Sca|ab|||ty OLTP&OLAP main memory database system based on
virtual memory snapshots." In ICDE, 2011.
[ o) OLAP

. _Wﬁﬁcheduling In batchesﬁi'li
4 BatchDB: row-based dual-store with batched AV

] i,,f*— Memory S

Workload SChedU“ng OLTP Repllca Data Sync OLAP F%eohca

Pros: High TP throughput EE%% EE%H o %ﬂ %ﬁ

ConS I—OW data freShneSS LOW AP thrOUQhPUt Makreshanski, Darko, et al. "BatchDB: Efficient isolated

execution of hybrid OLTP+ OLAP workloads for interactive
SIGMOD’22 Tutorial applications." In SIGMOD, 2017. 33



Other categories of HTAP systems

Column-based HTAP systems OjT’P ) D

CPU/GPU architecture
Pros: High data freshness, High AP throughput

O Caldera: copy-on-write column store with

Copy on write

. . Shared Memory
Cons: Low workload isolation, Low TP throughput A . .

ppuswamy, Raja, et al. "The case for
heterogeneous HTAP." In CIDR, ?017.

_ o) / OLAP
4 RateupDB: column-based dual-store with Ry <L
CPU/GPU architecture | CPL: ’Memor‘y GP;U
Pros: High AP throughput ogéném e OEE@
Cons: Low data freshness, Low TP throughput

Lee, Rubao, et al. "The art of balance a
RateupDB™ experience of building a

CPU/GPU hybrid database product." PVLDB

SIGMOD’22 Tutorial 14(12), 2021: 2999-3013.



Other categories of HTAP systems

Spark-based HTAP systems W— ) = 4
[ Splice Machine: loosely couple HBase (TP) | Slmedse
with Spark (AP) U
Pros: High TP/AP scalability, High workload | e = 9{ Spark
iSOlation https:/‘/‘sirblviceiméféhine.com)BI-c;q/?e—ﬁr;i/nq—htap/
(\/ OLTP \ OLAP ;\l

Cons: Low data freshness - JL

’ Unified Interface (Scala/ SparkSQL) \
| JL [ ] '

— — ————

O Wildfire: tightly couple OLTP engines with — ‘{Tpa,k’}
Spark (AP) ——. -
Pros: High TP/AP scalability VEV:,';’I':,E \‘Zf,ff

el |

Cons: Low data freshness

Shared Storage

) . Barber, Ronald, et al. "Evolving Databases for
SIGMOD’22 Tutorial New-Gen Big Data Applications." CIDR. 2017. 35


https://splicemachine.com/blog/defining-htap/
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HTAP Techniques
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o K~ O D=

Overview of HTAP Techniques

Transaction Processing: updating the row store and writing the delta store

Analytical Processing: scanning the column store with delta store

Data Synchronization: merging the delta data to column store

Query Optimization: planning queries against row store and column store

Resource Scheduling: scheduling resources for OLTP and OLAP instances

OLTP

)

OLAP

|t

5. Resource Scheduling

1. Transaction Processing

2. Analytical Processing

v |

v

Row Store

Delta Store

3. Data

bt

4. Query

Synchronizatioﬁ “

Column Store

!

Optimization
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Transaction Processing

1. Standalone Transaction Processing with In-Memory Delta Update
O Standalone transaction processing with MVCC protocol
O In-memory delta update for insert/delete/update operations
d E.g., Oracle, SQL Server, SAP HANA

2. Distributed Transaction Processing with Log Replay
0 Two-phase commit (2PC)+Paxos for distributed TP and data replication
Q Log replay for updating the row store and column store
4 E.g., F1 Lightning, TiDB

Master-slave replication for distributed TP, e.g., Singlestore

SIGMOD’22 Tutorial
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Transaction Processing

1. Standalone TP for insert/delete/update operations

Log

SIGMOD’22 Tutorial

Delete

—
E

Update

Vo

In-Memory Delta

Row Store
(MVCC)

Delete Table

Column Store
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Transaction Processing

O Three implementations for an in-memory delta store:

(1) Heap table, (2) Index organized table, (3) L1 cache

Delta Store

Heap table Oracle Fast Insertion Slow lookup
Index Organized
SQL Server Fast lookup Slow Insertion
Table
Slow lookup
L1 Cache SAP HANA Fast Insertion
Low Capacity

SIGMOD’22 Tutorial 40



Transaction Processing

2. Distributed Transaction Processing with Log Replay

O Master-slave replication

 Master node handles the transactions, then replicate the logs to slave nodes

4 E.g., SingleStore

Client

o
=
o)
o)
5
0

Master—Slave

Replication

Log

| Partition 1 |4~

1] gt

Partition 3 Log

Repla
Partition 3 || ReP'2Y [TBarition T 1— b

Partition 2

Columnar
Log

SIGMOD’22 Tutorial
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Transaction Processing

Modified Raft Protocol for TP and AP nodes

 Leader (row), Follower (row), Learner (column)

------ > Asynchronou_s re_plication /[ Client )\

- — - — Quorum replication
Raftgroup__ ___* _\ ........... Wr'i'té'/ii_éiaé('i_'_'; -
“//" x/ \-\,\\.\\I,’,-‘/” g“ ~\\t \
| Raft |~ 08 Raft /\AL 08 Raft /\ALOgé Raft /\ALOg
{| module module module : module

|State machine 4) State machine ) State machine )

State machine

W,

Huang, Dongxu, et al. "TiDB: a Raft-based HTAP database." PVLDB 13(12), 2020: 3072-3084.
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Follower Follower [eader

Learner
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Comparisons of TP techniques in HTAP Databases

o
Type

Standalone TP + Oracle, MVCC In-memory High Low
In-memory Delta Update SQL Server Delta Efficiency  Scalability

SingleStore Master-Slave Log High Low
Replication Files Efficiency  Freshness

Distributed TP +
Log Replay

TiDB, 2PC+Paxos Log High Low

F1 Files Scalability  Efficiency
Lightning

SIGMOD’22 Tutorial
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Analytical Processing

1. Standalone Columnar Scan with In-Memory Delta Traversing
Q Single Instructions Multiple Data (SIMD), Vector Processing
O In-Memory Delta Traversing
d E.g., Oracle, SQL Server

2. Distributed Columnar Scan with Log File Scanning
O Distributed Query Processing over Columnar Segments
O Disk-based Log Files Merging and Scanning
4 E.g., F1 Lightning, TiDB

SIGMOD’22 Tutorial
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Analytical Processing

1. Standalone Columnar Scan with In-Memory Delta Traversing

Q1: SELECT amount From
orders Where Cname=‘JASON’

orders
Cname amount

Q2: Select SUM(amount)

From store s, orders o
Where s.categorylD=o.categoryl|D

Fetch visible values in the
delta table and skip stale
data in the delete table

CPU

Iy lyly I8

(a) SIMD query processing

SIGMOD’22 Tutorial

categorylD Slore
orders
categorylD amount
Bloom
Filter H -

e

Memory
v
Delta table
Delete table |
T Column|Store

(b) Vector join based on a bloom filter

(c) Column Scan with delta traversing
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Analytical Processing

2. Distributed Columnar Scan with Log File Scanning

Distributed Columnar Scan Log File Scanning
F1 Server
SORT
by ClickCount DESC 1000 1 workers
4 ( / \
AGGREGATION (final) AGGREGATION (partial) ch e nonerasdent
COUNT(*) i COUNT(*) Changepismp | subscriver [ doltes
e section & (section 4.8.1) (section 4.3)

HASH HASH TABLE

JOIN [*]  byadm y S
Send to worker # < = . W Pushdown Log-structured | A -—
hash(AdID) % 1000 SQL Processor evaluator | merge reader Distributed filesystem
Send to worker # ity (section 5.2) (section 4.5)
1000 F1 workers 200 F1 workers NARNOATIR) A0 F1Query \ Lightning server /
[ il E / Query engine
SCAN SCAN (section 5) Lightning
Clicks Ads (section 4)
,%\ s ” N . ITem TND
SR (R an SRy
TEET e
Samwel, Bart, et al. "F1 query: Declarative querying at Yang, Jiacheng, et al. "F1 Lightning: HTAP as a
scale." PVLDB 11(12) , 2018: 1835-1848. Service." PVLDB 13(12), 2020: 3313-3325.
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Comparisons of AP techniques in HTAP Databases

Analytical Databases | AP techniques Delta Cons
Processing Type

Standalone Oracle, Vector query In-memory
Columnar Scan + SQL processing + delta High Large
In-Memory Delta Server, Delta traversing table Freshness  Memory
Traversing SAP HANA Size
Distributed TiDB, Distributed query Disk-based High Low
Columnar Scan + F1 processing + log files Scalability  Efficiency

Log File Scanning Lightning Log scanning

SIGMOD’22 Tutorial
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Data Synchronization
Periodically merge the latest transaction data to the column store

dType 1: In-memory delta merge

= (1) Threshold-based merging

= (2) Two-phase data migration

= (3) Dictionary-based migration

= Oracle, SQL Server, SAP HANA
4 Type 2: Log-based delta merge

= LSM-tree and B-tree

= TiDB, F1 Lightning

SIGMOD’22 Tutorial
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Data Synchronization

1. In-Memory Delta Merging
L Method 1: Threshold-based merging

4 e.g., threshold reaches 90% of column store

(1) Update the Delta (2) Synchronize the data
+ * Column Store

Delta Table Threshold—-based >

Trickle—based

(a) Threshold-based merging

SIGMOD’22 Tutorial 49



Data Synchronization

1. In-Memory Delta Merging
U Method 2: Two-phase delta migration
U Phase 1: Preparation on migration

0 Phase 2: Operation on migration
(1) Insert RID, hide the data (3) Delete RID

|

Delta Store &— (4) Delete the data | Delete Table @——

Main Column Store

]

(2) Transform the data and assign RID

(b) Two-phase data migration
SIGMOD’22 Tutorial

ol

]

Delta Column Store
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Data Synchronization

1. In-Memory Delta Merging

U Method 3: Dictionary-based merging

Delta Column Store
New data LastName-Dictionary Data Vector
Li F-F-> Li 1 2
Liu 2 2
Zhang +-F->[Zhang | 16 .
Zhao +-r-=>| Zhao 17 1 5
o New
I___.____.!
T data

Primary Column Store

LastName-Dictionary Data Vector

|
_
L HU_| 3 _lgort Lo

« Zhao | 79 . 78

Merge

Phase one: Insert the data based on
dictionary

(c) Dictionary-based merging

SIGMOD’22 Tutorial

' 1
Phase two: Sort the dictionary and

merge the data
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Data Synchronization

2. Log-based delta merge
0 Memory-resident deltas (row-wise)

O Disk-resident deltas (column-wise)

B+ Tree \
Memory - Merging and Collapsing
Insert/Delete/Update _
> « B+-Tree for fast merging
M ithout
erge without order . * T v
Delta fileO Delta filel v
Delta Space Merge with
order
Chunk 0 Chunk 1 P -
Persistent Storage

SIGMOD22 T-.._. .. 52



Comparisons of DS techniques in HTAP Databases

Data Databases DS techniques
.. Pros Cons
Synchronization

In-Memory Oracle, SQL Threshold-based merging,

Server, SAP Two-phase delta migration, High Low
delta merge HANA Dictionary-based merging Efficiency Scalability
Log-based delta TiDB, Multi-level deltas, High High Merge
merge F1 Lightning B+tree, log merging Scalability Cost

SIGMOD’22 Tutorial 53



Query Optimization in HTAP databases

1. In-Memory Column Selection

— From a point of view of query-driven column selection

2. Hybrid Row and Column Scan

— From a point of view of physical plan selection

3. CPU/GPU Acceleration for HTAP

— From a point of view of hardware acceleration for HTAP

SIGMOD’22 Tutorial
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Query Optimization in HTAP databases

1. In-Memory Column Selection

— Problem : selecting which columns into the memory from the row store
based on history statistics and a memory budget.

— (1) Heatmap and (2) Integer programming

OLTP workload OLAP workload
I I

HTAP Unified Interface

v} Y f

Row Engine | Query Optimizer m’l Column Engine

Column

Primary Row Store -

In-Memory Column Store

SIGMOD’22 Tutorial



Query Optimization in HTAP databases

1. In-Memory Column Selection

In-Memory Column Store

Hot Columns Candidate Columns Cold Columns
— Heatmap, e.g., Oracle = o f e e
— Basic idea: manage the IE E — HHHHH E EEE
— ] —— -
columns based on the l —] AEHAEAE E E E‘/
access frequencies — HHHHH
PopulatingT TSelecting Evicting
e | Persistent Storage T
\J

Primary Row Store

EJE)EE

Persistent Columns

Oracle 21c. Automating Management of In-Memory Objects., 2021.
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Query Optimization in HTAP databases

1. In-Memory Column Selection
— Integer programming for 0/1 Knapsack problem, e.g., Hyrise

— Basic idea: cost-based optimization problem

C2 80 s e e s ] F(¥) := ijl obi 1i(®

|
Val  Dict Val  Dict :Val :
|

v v ! minimize

S e e Pt el e P Erepocd | F(_,>
"""""""""""""""""""""""""""""""" ! _X,'E{O,]},i:],...,N

| — 8
& - B
P valaliastn Walnshiok: eidiuciols] Lsaskra SR kel Koo e , l
| ; 5
! . - B subject to M(X) <A
_______________________ J
MRC MRC SSCG .. . " .
_ = Boissier, Martin, et al. "Hybrid data layouts
el L) oecontony sorage | —> Consecutive daa for tiered HTAP databases with pareto-

optimal data placements." ICDE, 2018.
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Query Optimization in HTAP databases

2. Hybrid Row and Column Scan

— Leverage hybrid row/column scan to accelerate a query

— Rule-based Plan Selection

— Cost-based Plan Selection
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OLTP workload

o

OLAP workload

'

HTAP Unified Interface

v ¢

v

Row Engine

Query Optimizer

Primary Row Store

Pushdown
—_—>

Column

| .
Selection

?

Column Engine

In-Memory Column Store
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Query Optimization in HTAP databases

2. Hybrid Row and Column Scan

— Rule-based optimization (RBO): Column Scan first, otherwise
Row Scan with B+ tree search, e.g, Oracle, SQL server

P TR T T T T T T TR |

license, color

i V?’ehi%
Register R, Vehicle V ﬁ Ty | Vehicle,

_______________

R.VID=V.ID and R.place='BJ F L
i Reglster E #

Register Vehicle

+Tre

SIGMOD’22 Tutorial Row Store Column Store




Query Optimization in HTAP databases

2. Hybrid Row and Column Scan
— Cost-based Optimization (CBO), e.g., TiDB

— Compare the cost of row/index scan with the cost of columnar scan

Coptimal = mm(Ccolumn' Crow Cindex)

T.*, S.a .
T’ S :> Ccolumn = Z(gc ' S<i ' Cscan_column + gi ' Cseek_column)
T.b=S.b and i=1
1<T.a<100 Crow = 5—‘r ' S‘r ' Cscan_row i gr ' Cseek_row

Cindex =S 5 ) Cscan_index r 7 S ) Cseek_index + Cdouble_read

Huang, Dongxu, et al. "TiDB: a Raft-based HTAP database." PVLDB 13(12), 2020: 3072-3084.
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Query Optimization in HTAP databases

3. CPU/GPU Acceleration for HTAP
— CPU/GPU processors for HTAP, e.g., RateupDB, Caldera
— Task-parallel nature of CPUs for handling OLTP
— Data-parallel nature of GPUs for handling OLAP

HTAP
o
OLAP OLTP
GPU CPU
Analytical Store Transactional Store
Main Memory
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Query Optimization in HTAP databases

Oracle miEElE High Oscillation
In-Memory Efficiency
Column Selection Hyrise Integer : - Independent
Programming Pl Whligy Assumption
Oracle Rule-based Plan High L 'S h
Hybrid Selection Efficiency otal searc
Row/Column Scan TiDB Cost-based Plan Global Independent
Selection Search Assumption
Caldera Copy-on-Write High
SRR Freshness Low Throughput

Acceleration RateupDB Isolated Dual Store High
with Data Sync  Throughput
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Resource Scheduling

1. Workload-driven Scheduling for HTAP

— Scheduling based on the executed performance of HTAP workloads
— E.g., assign more threads and memory for OLTP or OLTP.
— SAP HANA

2. Freshness-driven Scheduling for HTAP
— Switches the modes on workload execution

— Trade-off between data freshness and workload isolation
— Resource and Data Exchange (RDE) [Raza, Aunn, et al SIGMOD 20]
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Resource Scheduling

1. Workload-driven Scheduling for HTAP
O Assign more threads to OLTP or OLAP

O Isolate the workload execution and assign more cache for OLAP

~
N\

. ,% ) ; é y 4 < 4 v \ 2
C74 252 @A Z(7 4
& 77 B B |7 ‘
Blocked Inactive Waiting Parked Active Watch-

. in syscall by user foratask Threads v workers dog
b P

~ —

7
7
7
/

= \J \ \

\ Inactive workers Scheduler |
N >

Psaroudakis, Iraklis, et al. "Task scheduling for highly
concurrent analytical and transactional main-memory
workloads." In ADMS, 2013.
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LLC partition size for OLTP in MBs
1.75 8.75 17.5 315 | 3325

Projection

OLTP 0737 0.77 | 0.83 | 0.86
OLAP | 1.00 | 1.00 | 1.00 098

e OLTP | 077 | 081 | 083 | 0.86 -
OLAP | 100 | 099 | 098 090 ;

Sirin, Utku, Sandhya Dwarkadas, and Anastasia
Ailamaki. "Performance Characterization of HTAP
Workloads." In ICDE, 2021.
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Resource Scheduling

2. Freshness-driven Scheduling for HTAP
— Switches the execution modes {S1, S2, S3}
— Default S2; When freshness < threshold, jump to S1 or S3

S1 Mode S3 Mode S2 Mode

OLTP . oLAaP v oLAP it OLAP !

|

| | : : : |

| : | I :

: \ : B : : |

. . Data )
OLTP#instancel OLTP#instance?2 — — OLAP instance
Exchange

CPU | | CPU | | CPU i - -— Connector — CPU | | CPU | [ CPU | | CPU | | CPU

Raza, Aunn, et al. "Adaptive HTAP through elastic resource

_ scheduling." In SIGMOD, 2020.
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Resource Scheduling in HTAP databases

Scheduling Type | Databases Techniques

G A | SAE AR, | RWSRERSE e e | ) o Fresimess
Scheduling Siper Scheduling J y
Freshness-
Driven RDE Threshold-based High Oscillati
Scheduling Execution Switching Freshness Seliation
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A Summary of HTAP Key Techniques

Task Type Key Techniques HTAP Databases “

Standalone TP with In- Oracle, SQL High Efficienc Low
Memory Delta Update Server SAP HANA 9 y Scalability
Transaction ’
Processin : : :
°  Distributed TP with Log  F1 Lightning, TiDB, High Scalability Low Efficiency
Reply SingleStore
Standalone columnar scan Oracle. SQL Larae Memo
with in-memory delta ’ High Freshness Sizg "y
Analytical traversing Server, SAP HANA
Processing

Distributed columnar scan

itnloolslscanming F1 Lightning, TiDB High Scalability Low Efficiency
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A Summary of HTAP Key Techniques (cont.)

Task Type Key Techniques HTAP Databases

Data In-Memory Delta Merge
Synchronization

Log-based Delta Merge

In-Memory Column
Selection

Query

Optimization Hybrid Row/Column Scan

CPU/GPU Acceleration for
HTAP

Freshness-Driven
Resource

Scheduling Scheduling

Workload-Driven Scheduling

Oracle, SQL Server,

SAP HANA

F1 Lightning, TiDB

Oracle, MySQL

Heatwave
TiDB, Oracle,

SQL Server

RateupDB, Caldera

SAP HANA, Siper

RDE

High Efficiency

High Scalability

High Memory
Utility
High AP

Throughput
High AP

Throughput

High Freshness

High Throughput

Low Scalability

High Merge Cost

Low AP
Throughput

Large Search
Space
Low TP

Throughput

Low

Throughput

Low Freshness ;



Other Relevant HTAP Techniques
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Other Relevant HTAP Techniques

O Multi-Versioned Indexes for HTAP
— Parallel Binary Tree (P-Tree), Multi-Version Partitioned B-Tree (MV- PBT)

Reading TXr executes a long-runningquery Qe '
O Committing v, as the latest version only requires to swing in Transaction ®
v,’s root. e
D Rolling back can be done by re-attaching the current version to . X TX X
Transactions | g ~Y' g — —
e 00k modifying 2 L - B L < A
O The changes in the transaction (Carol -$2, Wendy +$2) are tuple t, attr.a = U 51 = “9» %‘ =
visible atomically. “UB' 2 D :i; ﬁ‘\ :‘6_ }g
O vy, can be collected. Only the node Carol’ will be freed Version- & _‘.w:'/ 2 \:,)5 e
because the other nodes are referenced by other trees. ﬁ:‘alg"t(’f MP t.v2 }
O Atransaction reads a version by acquiring the root pointer. An P ‘ ‘
¥ ? £ """ update transaction generate a new version by copying nodes
|Alice| | David Wendy’ ’Wendy on the affected path. A read or an update on a single tuple

17 13- bda gl 6 . costs time O(log n). : . )

. L. . ) Figure 1: HTAP and Version-Chain Lengths: TXy; ... TXy3
Figure 1: P-Trees Multl-Versmmng Overview — An example of using create new versions of tuple t, which are indexed. The in-
P-Trees to support a bank balance DBMS. The original state is v;. A dex scan of TXg returns only the index entries (¢.vo) visible
transaction transfers $2 from Carol to Wendy. to T Xy, filtering the invisible ones (¢.v; ...t.v3), matching

_ _ . the search predicate.
Sun, Yihan, et al. "On supporting efficient _ o ) . .
: . . . . Riegger, Christian, et al. "MV-PBT: multi-version
snapshot isolation for hybrid workloads with multi- indexing for large datasets and HTAP
versioned indexes." PVLDB 13(2), 2019. workloads." In EDBT. 2020
. , .
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Other Relevant HTAP Techniques

O Adaptive Data Organization for HTAP

— H20 [Alagiannis et al, SIGMOD 2014], Casper [Athanassoulis et al, VLDB 2019]
— Peloton [Arulraj et al, SIGMOD 2016], Proteus [Abebe et al, SIGMOD 2022]

Data Site 1
|order, idlitem idlquantitylamountldeliveryl | i id | i‘,datal
| 100 | s0 | 6 | 15 [2019/01 | [ SL
[ 200 | 2 | 90 | 3 [201001] £ o8
| 200 | 17 | 1 | 100 |2020/03] 25 0G
P1 P3
............................................ s T——————
Iorder_ldlitem_ldlquantitylamountldeﬁveryl iid I i_data |
' | %] [Fr1
27 0G
0| [er
P4

(a) Initial State

Data Site 1
|order id| item _id | quantity | amount | delivery | I i id | i_data |

“ T SL
l 26 | | PR
50 | | PR

P34 (Sorted by i id)

101 17 1
50 6

/4 |100(2) l 2 90

P1A (Disk)
Compressed

P1B (Sorted by item id )

Data Site 2
l order _id I item_id | quantity I amountl delivery | | iid I i_data I

102 8 13 1 SL
102 2 30 || : 2
P2A (Horizontal partitioning) z5 FR
50 PR
P2B (Horizontal partitioning) (Vert. part) P34 (Replica)
(b) Adapted State

Figure 4: An initial storage layout of data in Proteus, and adapted state after a series of storage layout changes.
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Overview of HTAP Benchmarks

O CH-Benchmark
— TPC-C + TPC-H
— Controllable Hybrid OLTP/OLAP Workload Execution
— Unified Metric
O HTAPBench
— TPC-C + TPC-H
— Fixed OLTP Metric with Controllable OLAP Workload Execution
— Time Window
— Unified Metric

SIGMOD’22 Tutorial

73



CH-Benchmark

O Unified Schema of TPC-C and TPC-H

012 tables by merging TPC-C’s 9 tables with TPC-H’s 8 tables

O Scaling TPC-H by the same factors of TPC-C

SIGMOD’22 Tutorial

Customer
(30,000*W)

History
(30,000*W)+

Order
(80,000*W)+

NewOrder
(9,000*W)+

' TPC-C

| Warehouse District

i W) (10*'W)

|

: Stock Orderline
| (100,000*W) (300,000*W)+
: \

E ltem

| (100,000)
I TPC-H

i Supplier Nation

! (10,000) 62)

Region

()
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CH-Benchmark

OO0 TPC-C transactions

— New Order, Payment, Order-Status,
Delivery, and Stock-Level.

O Modified TPC-H 22 queries

— Modified table name and join key,

— Less arithmetic operations

0 Removed refresh functions

SIGMOD’22 Tutorial

SELECT n_name, SUM(ol_amount) AS revenue
FROM customer, "order", orderline, stock, supplier,
nation, region
WHERE c_id=o_c_id AND c¢_w_id=o_w_id AND c¢_d_id=o0_d_id
AND o0l_o_id=o_id AND ol_w_id=o_w_id
AND o0l_d_id=o_d_id
AND o0l_w_id=s_w_id AND ol_i_id=s_i_id
AND mod((s_w_id * s_i_id) ,10000)=su_suppkey
AND ascii(SUBSTRING(c_state, 1, 1))=su_nationkey
AND su_nationkey=n_nationkey
AND n_regionkey=r_regionkey
AND r_name=’[REGION]’ AND o_entry_d>=’[DATE]’
GROUP BY n_name ORDER BY revenue DESC

Listing 1: CH-benCHmark query 5

SELECT n_name, SUM(1l_extendedprice * (1 - 1_discount)
) AS revenue

FROM customer, orders, lineitem, supplier, nation,
region

WHERE c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND 1_suppkey = s_suppkey
AND c_nationkey = s_nationkey
AND s_nationkey = n_nationkey

AND n_regionkey = r_regionkey
AND r_name = ’[REGION]’

AND o_orderdate >= DATE ’[DATE]’
AND o_orderdate < DATE ’[DATE]’ + INTERVAL ’1’ YEAR
GROUP BY n_name ORDER BY revenue DESC

Listing 2: TPC-H Query 5
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CH-Benchmark

0 Execution Rules
— OLTP/OLAP only or Hybrid Execution (OLTP+OLAP)

— The number of parallel OLTP and OLAP streams

0 Metrics
— OLAP-oriented metric
moLap) = P2 dlophn
( ) = QphH @Qp
— OLTP-oriented metric
M (OLTP —ﬂ@t &
( ) = QphH pm

O For example, Isolated execution is 5.7@5084 tpmC, hybrid execution is 6.5@5188
tpmC, indicating the OLTP throughput increased with hybrid execution.
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HTAPBench

0 Schema and Workload
— The same as CH-Benchmark (TPC-C+ TPC-H)

[0 Execution Rules

— Fixed target tpmC with controllable OLAP

workers

— Time window for querying newly-inserted

data
0 Metric

— Under a certain TP throughput, the AP
throughput per hour per worker

SIGMOD’22 Tutorial

Populate Warmup Execution
L I -
o [OLTP Client| [ OLTP client '\ time
= [OLTP Client] [ OLTP dlient s
[OLTP Client] | OLTF client 4
| i |
At ‘ N
o OLAP worker 22
é [ OLAP worker =2
[ OLAP worker 2
(a) (b)
[ TEdHE 2
~ OLTP populate OLTP execute
[ oLAP query time window time
QpHpW QphH @tpm(
papw = tpm
#OLAPworker
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Comparison of HTAP End-to-End Benchmarks

— L

-Benchmark TPC-C+TPC-H Controllable Hybrid Execution,  Flexible Low Data
CH-Benchma Comparable Unified Metric Execution  Freshness

Fixed OLTP Metric with High Data  Fixed OLTP
Controllable OLAP Execution, Freshness metric
Dynamic Time Window

HTAPBench TPC-C+TPC-H
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Other HTAP Benchmarks

0 Swarm64 HTAP benchmark
— Combine CH-benchmark + HTAPBench

— Hybrid Execution from CH-benchmark

— Dynamic Time Window from HTAPBench

0 Micro-Benchmarks

— ADAPT Benchmark [Arulraj et al, SIGMOD 2016]
— HAP Benchmark [Athanassoulis et al, VLDB 2019]

()1: INSERT INTO R VALUES (ap.ai,... .a.p)
(Q2: SELECT aj,as,...,a, FROM R WHERE ag < 6
(23: SELECT MAX(a1),..., MAX(ar) FROM R WHERE ao < O
Qa4: SELECT a1 + a2+ ...+ ax FROM R WHERE ap < ¢
G5y SELECT XilhysiwosXilps Y@Ly vis Yi0E

FROM R AS X, R AS Y WHERE X.a; < Y.a;

Workload of ADAPT Benchmark
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Q1
Q2!
Q3:
7%
Qs:
Q¢:

SELECT «|,ay. ..., a; FROM R WHERE a = v
SELECT count (x) FROM R WHERE g € [vs, ve)
SELECT a; +a>+ - -+ay FROM R WHERE ¢ € [vs,v,)
INSERT INTO R VALUES (¢, ay, a3, ..., ap)
DELETE FROM R WHERE ¢ = v

UPDATE R SET ap = v,y WHERE ¢ =v

Workload of HAP Benchmark
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Open Problems and Opportunities
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Open Problem #1: Data Organization for HTAP Databases

O Primary Row Store for TP, Replicated Column Store for AP
» Column Selection Problem (Memory-Bounded, NP-Hard)

» Column Compression Problem (Memory-Bounded, LZ4, Dictionary, Bit-
Packing)

O Adaptive Storage for HTAP workloads
— Fine-grained horizontal and vertical data partitioning for HTAP

— Need to be further justified in practice due to the high complexity
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Open Problem #2: Data Synchronization for HTAP

O Data Synchronization Problem
» Synchronization Order (Which data to synchronize)
» Time Interval Decision (When to synchronize the data)
» New Data Structures and Merging Strategies (How to traverse and
merge the delta)

O Possible solutions: Learned cost model; Prediction model for workload
trend; B-tree and LSM-tree Indexing
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Open Problem #3: Optimization for Row & Column Scan

O Pushdown analytical operators to Columnar Scan

— Compare the cost between row scan and columnar scan in the
operator level

— Need to design cost functions without independent and uniform
assumption

[0 Possible solutions: Reinforcement learning for exploring the plan
space; Learned cost estimator for correlated and skewed distribution
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Open Problem #4: HTAP Resource Scheduling

OO0 Adaptive HTAP Resource Scheduling
» Consider both system performance and data freshness

> Need to adapt to new workload access patterns

[0 Possible solutions: Pretrained cost model; lightweight model for new
workload pattern; Serverless computing for HTAP workloads.
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Open Problem #5: HTAP Benchmark Suite

O HTAP Benchmark Suite
» Controllable and extensible HTAP benchmark
»> Need to add more workload patterns and datasets

> Need to add more micro-benchmark for HTAP

O Possible solutions: Unified HTAP benchmark suite, e.g., OLTPBench;
Add analytical operations into TPC-C, replacing TPC-H with JCC-H and
TPC-DS; new micro-benchmarks for data organization, data
synchronization, query optimization, resource scheduling, etc.
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